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vidence of software’s growing importance is 
everywhere: from industrial devices to those in the 
home, products and processes increasingly rely on 
software for controlling operations and introducing 
new features to differentiate them from the 
competition. This trend is having a major impact on 

software development, with embedded systems now combining 
traditional device-level software with application code. The 
graphical user interface (GUI) on a smart TV is a perfect example 
– previously it would have been more basic, and now its look and 
usability are key selling points in a competitive market.

 
The Evolution Of Consumer Electronics
Another good example of how things have changed is the way 
we listen to music. The original Sony Walkman of 1979, which 
played cassette tapes, was purely mechanical, with no software 
involved. As it evolved, an LCD was added to it, requiring an 
8- or 16-bit embedded microcontroller, 
with code running on the bare metal of the 
device.

Next, as functionality and complexity 
of music devices increased, an embedded 
real-time operating system (RTOS) was 
required to manage drivers, schedulers and 
sensors. Most software was still system-
level rather than application code, but the 
balance was beginning to shift.

Fast-forward to the iPod Touch and the 
device is running a full-blown operating 
system that manages memory, scheduling, user interfaces 
and application code. When we get to the iPhone, the roles 
of embedded and application code have swapped around 
completely from the early iPods. The OS takes up the minority 
of code on the device; most is application code, which also 
drives the touchscreen-based user experience.

Essentially, in 20 years the picture has changed around 
completely – and not just in consumer electronics. Previously 
hardware focused devices, from uninterruptible power supplies 
to industrial robots, now rely on application software to provide 
user-visible differentiation, a trend that should continue. The 
rise of the Internet of Things (IoT) and the spread of software in 
sectors such as connected cars means that software will run all 
aspects of our world, and the vast majority of that software will 
be application-level code.
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E The Changing Debugging Challenge
The ways embedded and application software is written and 
debugged traditionally have been very different. Tracking down 
a bug depends on three things – visibility of code, the time 
between the bug striking and a problem being detected, and how 
deterministic the failure is, e.g. does the failure unfold in exactly the 
same way from the same starting state or does it vary due to outside 
factors. 

These scenarios are, however, not identical for embedded and 
application developers. Embedded developers working in tightly 
constrained environments have had to contend with a lack of 
visibility into their code and what it’s doing. There was normally 
little clue as to what led to something going wrong or where an 
issue originated, making it correspondingly hard to track down 
when creating hardware. For example, when writing code on 
bare metal or to bring up a device, we don’t even have a printf 
to rely on. Consequently, the Joint Test Action Group (JTAG) 

created an IEEE standard to assist with device, 
board and system testing, diagnosis and fault 
isolation. JTAG is now used as the primary 
means of accessing sub-blocks of integrated 
circuits, making it an essential mechanism for 
debugging embedded systems that may not 
have any other debug-capable communications 
channel. On most systems, JTAG-based 
debugging is available from the very first 
instruction after CPU reset, letting it assist 
with development of early boot software that 
runs before anything is set up.

Along with integrated circuits, entire software debugging, 
instruction tracing and data tracing infrastructures based around 
JTAG have been created for software debug around silicon 
architectures, from PowerPC to ARM. Processors can normally be 
halted, single-stepped or let run freely. Developers can set code 
breakpoints, both for code in RAM (often using a special machine 
instruction) and in ROM/Flash. Most designs have “halt mode 
debugging”, but some allow debuggers to access registers and data 
buses without halting the core being debugged. 

Often used in conjunction with hardware emulators, 
JTAG provides a rich variety of powerful debugging tools for 
embedded developers, including the ability to reversibly debug 
code; for example, debuggers can often step or run code in 
reverse, which is incredibly powerful when trying to track down 
the most elusive bugs.
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Figure 2: Logical view of the full filter system. F1T pipelines 
are represented as single blocks for brevity

 
Debugging Application Code
In contrast, application developers have greater visibility into what 
their programs are doing – at least the trusty printf is available, plus 
the developer can (usually) be confident that the hardware and OS 
on which their code is running is stable. 

However, this is outweighed by modern devices’ software 
stacks being so much more complicated, with many more factors 
impacting how a program behaves. Take an Android phone app for 
example. It may work perfectly well on one version of the operating 
system on a particular phone, but exhibit bugs on others due to the 
fact that developers simply cannot have visibility over all potential 
characteristics. It is much less deterministic, with inputs from 
outside the program (user interaction, network sockets or system 
calls, for example), all potentially affecting reliability.

Essentially, it is a different sort of visibility problem, one that is 
getting worse as code becomes more complex and runs on more 
diverse devices. So it is no wonder that a study from the Judge 
Business School of the University of Cambridge, UK, published in 
2013, found that the global cost of debugging software had risen to 
$312bn annually. The study reported that developers spend 50% 
of their development time fixing bugs or making code work, rather 
than designing or writing new code. The vast majority of debugging 
time is spent locating the bug – once it has been found, correcting it 
is normally relatively simple.

 
The Options For Application Developers
There are a range of approaches available to help application 
developers with the visibility issue. These include programmatic 
techniques, special-case diagnosis/analysis tools, general-
purpose debuggers and reversible debuggers, which enable 
developers to record all program activities (every memory 
access, every computation and every call to the operating 
system) and then rewind and replay to inspect the program 
state. Such a colossal amount of data is presented via a powerful 
metaphor: the ability to travel backward in time (and forward 
again) and inspect the program state. This enables developers 
to solve the mystery of what caused the bug by letting them see 
exactly what happened and how the code got there.

Using a reversible debugger gives visibility and more control 
over the code, but what to do when it is released to customers 
or internal QA teams? Developers need enough information 
about the failure to find out what went wrong. Normally this 
requires creating a test case and/or going back and forth with 
the customer to gain enough information to reproduce the error 
in-house. As a worst-case scenario, the developer will have 
to travel to the customer’s site to try and track down the bug 
in-situ, which takes time, is costly and impacts the customer 
relationship.

What’s needed is a way of recording what the program is 

Figure 1: Reversible debugging on Eclipse through UndoDB
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doing when it crashes, and remotely sending that back to the 
software vendor or internal developer, so they can see exactly 
what was happening, and investigate. Essentially, developers 
need to move from trying to reproduce the bug in-house to 
simply replaying it on their own machine, where it is easier 
and faster to investigate and solve. Tools that do this are now 
available to application developers.

However, due to the less constrained environments they 
operate in, there are far fewer debugging tools available 
to application developers compared with their embedded 
colleagues. This could partially be due to a view that many 
application bugs are relatively trivial and aren’t worth the 
effort to track down, particularly if they rarely strike and cause 
minimal impact on the user. For example, if an Android game 
crashes occasionally, it is obviously less serious than a bug in 
the smartphone’s core software that prevents the device owner 
making calls or picking up emails. Yet, in today’s software-
controlled world, an increasing number of application bugs 
cause critical problems, whether it is shutting down cash 
machines, preventing connected cars from starting, or perhaps 
stopping the completion of in-app purchases, which is business-
critical to any company relying on them for revenue.

 
The Move To Unispace Development
So, how can these application bugs be tracked down more 
quickly and easily? The answer lies in learning from the 
visibility constraints within the embedded world. As mentioned 
earlier, most electronic devices now have a combination of 
embedded and application software running on them, often in 
tandem. While developers still sit firmly in the embedded or 

application camps, they 
could well be within the 
same company, working 
together on the same 
project, with the same 
deadlines and resource 
constraints. This is an 
opportunity for increased 
sharing of best practice 
between the two groups.

Application developers 
can benefit from adopting 
the wide range of tools 
originally created for 
debugging embedded 
systems, using their 
power to solve their own 
development issues. 
This can give them the 
visibility they need to 
debug increasingly complex 
systems, even when the 
code is in the field. At the 

very least they should take on board some of the embedded ethos 
that bugs are inherently bad and need to be found and eradicated, 
however trivial they may appear. By using embedded debugging tools, 
and integrating application level tools such as reversible debuggers 
and recording software into their workflows, they can increase 
visibility of code, in development or production, enabling bugs to be 
found and fixed faster.

For companies focusing on application development, it is time 
to look at how they find and fix remote bugs. Adopting tools that 
record what a program is doing when it crashes, and sending that 
information back to the software vendor or internal developer means 
they will be able to see exactly what is going on. Techniques such as 
reversible debugging to rewind and replay their code may be used to 
investigate issues the same way their embedded colleagues use JTAG 
tools on their code. This makes it simpler to quickly find and fix bugs, 
deliver to ever-shortening deadlines, boost overall productivity and 
help customer relationships.

Shifting Trends
We’re moving into a world where the traditional barriers between 
embedded and application code are shifting, with more products 
relying on a combination of both types of software. It is therefore 
time for both sides to learn from each other – and particularly for 
application developers to adopt the debugging best practice that 
their embedded colleagues have followed over the past twenty years. 
Otherwise, they face spending ever more time searching for bugs, 
with consequent impact on productivity, deadlines and company 
reputation. 

Software runs our world – which means debugging must be 
central to every developer’s work. l

Figure 2: Resuming reversible debugging on the Eclipse platform with UndoDB


